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Abstract

In this set of notes I aim to extract the key ideas and important facts and definitions from the Part
II Cambridge course on ‘Probability and Measure’. The course occupies an odd place in the tripos, and
despite having a large amount of important analysis content has ended up being lectured and styled in a
very statistics-esque way. In these notes I present what to my mind seems a more logical order, though I
make no promise to cover the entire course or to have put all that much thought into them (their being
predominantly written to aid in the author’s learning of the material).

1 Measure Theory

Our aim for this section will be to construct the Lebesgue measure on Rn, a rigorous notion of ‘volume’ for a
much more general class of sets than obviously possess an intuitive sense of volume. In fact, it will turn out
that we will only really need to do this for R, and then have a notion of product measure which will allow
us to easily extend the 1-dimensional case to any finite dimensional case. A measure will be some function µ
which assigns to certain subsets of R a positive real number or the value ∞, and we would like it to satisfy
the following intuitive rules:

• µ(∅) = 0 (the empty set has no volume).

• µ(
⋃∞
i=1Ai) =

∑∞
i=1 µ(Ai) for all sequences A1, A2, ... of pairwise disjoint sets (so finite sums behave

and infinite ones converge when they ought to). Also (crucially) any such union has a well-defined
volume.

• Intervals like (a, b) or [a, b] have the obvious volume b− a.

In this chapter we will see that these properties do indeed determine a unique measure which can be
used to measure a fairly general class of subsets of R. The key to constructing it will be the Cartheodory
extension theorem, which we will not prove (the proof is elementary, but rather technical and not entirely
interesting, though very clever in places). Then to show uniqueness we will use a very handy result called
Dynkin’s lemma, which provides a general strategy for showing that all measurable sets satisfy a certain
property (often a very fiddly thing to attempt by other means, with ‘bare hands’ arguments often being
fallacious). We shall also work in general settings, just to emphasise that analytic properties of R are (at
this stage) in some sense orthogonal to measurability of R (though of course, we also coincidentally use R≥0
to do measuring, but this should be thought of as a different thing entirely).

1.1 Set systems and set functions: some boring definitions

There are quite a few boring definitions at this stage of the subject (basically, systems of sets with very
slightly different properties all have a bewildering array of names and are important). I shall try to present
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them in a slightly mnemonicy way, but they are just boring definitions (for our purposes). My definitions
might differ very slightly from the standard ones a little in the interests of making them easier to remember
and work with for our purposes. I shall put footnotes explaining any such discrepencies. Throughout we
will fix E to be some set.

• A set system A on E is just any collection of subsets of E with ∅ ∈ A.1

• A set system A is a ring if it is closed under the taking of differences A\B and the taking of pairwise
intersections A ∩B.

• A ring is an algebra if it has a ’multiplicative identity’: if E ∈ A.

• An algebra is a σ-algebra, if it is also closed under taking countable unions.

Since we take a countable union in the ‘countable additivity’ property we demanded in our fuzzy descrip-
tion of a measure σ-algebras turn out to be the essential structures in measure theory. Note that although
the above properties are increasing in strength, we may extend any set system to a unique smallest σ-algebra.
Since the power set of E is a σ-algebra, one can check it is not crazy to define the σ-algebra generated
by A by:

σ(A) :=
⋂

Ea σ algebra:A⊂E

E .

A couple of other different kinds of set-system which turn out to be useful in that they are precisely
the minimal conditions needed to make Dynkin’s lemma work. They have completely bewildering names
unfortunately, and these definitions might be best ignored until we come to prove and use Dynkin’s lemma.

A π-system is just a set system closed under finite intersections.

A d-system is more complicated. It is a set system D with the properties that:

• E ∈ D

• For A,B ∈ D, B\A ∈ D.

• For any nested sequence A1 ⊆ A2 ⊆ A3 ⊆ ... with each Ai ∈ D the union of all the Ai is also in D.

Phew. That was a lot of definitions. Finally now let’s define a measure.

Let A be a ring2. Then a function µ : A → R≥0 ∪ {∞} is a measure if:

• µ(∅) = 0

• For A1, A2, ..... a (countable) sequence of disjoint sets in A whose union is also in A,

∑
i

µ(Ai) = µ

(⋃
i

Ai

)
.

The last condition is clearly not very ‘complete’ unless A is a σ-algebra (so such unions always can be
taken and remain measurable). We therefore define a measurable space (E, E , µ) to be a σ-algebra E over
E equipped with a measure µ and we call the A ∈ E the measurable sets.

1The empty set criterion is not usually part of the standard definition.
2In standard terminology ‘ring’ should be replaced with ‘σ-algebra’ here, but our approach is intuitive and allows us to use

fewer definitions.
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1.2 Existence and the Carthéodory Extension Theorem

In this short section we explain why a well-behaved measure on R does exist, though we only sketch (very
sketchily) the details. On our ‘wish list’ at the start of the section we specified that we basically said we
wanted a measurable space (R, E , µ) with the property that µ is defined on intervals and takes the obvious
values there. It is true that a difference of intervals is a finite union of intervals and that the intersection of
two intervals is an interval, so the set system of finite unions of intervals is a ring in our above terminology,
and we may easily check that µ restricted to the system of finite intervals is indeed a measure in the above
sense.

Existence therefore follows from the following perhaps rather surprising general result (which does require
that measures take values in R in which we can do analysis).

Theorem 1.1 (Carthéodory extension theorem). Let µ be a measure on a ring A. Then it can be extended
to a measure on σ(A).

The idea for the proof is to define the outer measure µ∗(B) = inf
∑
µ(An) where the inf is taken over all

countable sequences (An) of sets in A with
⋃
nAn ⊇ B. This is defined (possibly infinite) for all B ⊆ E.

The proof then proceeds to consider the collectionM of all sets A for which µ∗(B) = µ∗(B∩A)+µ∗(B∩Ac)
for all B ⊆ E. In other words, all the sets on which it looks like µ∗ will have a hope of being a measure. It
turns out both that M is a σ-algebra containing A, and that the above property of M suffices to deduce
that µ∗ is a measure on M, hence in particular µ∗ is a measure on σ(A).

1.3 Uniqueness and Dynkin’s Lemma

Suppose we have a theorem we want to prove for all measurable sets (thinking again about Lebesgue measure).
It will probably be obvious for intervals, but much less obvious for unimaginably complicated sets obtained
by taking many many infinite unions and intersections. We are therefore likely to find ourselves having to
carefully check that for arbitrarily many applications of certain set operations our property is preserved, and
then carefully argue that this implies it is true for all measurable sets. Dynkin’s lemma conveniently allows
us to do this just once and reduces all future arguments to a quick check.

Theorem 1.2 (Dynkin’s Lemma). Let A be a π-system, and D be a d-system containing A. Then D also
contains σA.

Let us remark that taking A to be ‘intervals’ and D to be ‘all subsets of R for which my fact holds’, we see
that Dynkin gives us a clever way of showing that our fact holds for any Lebesgue measurable set, namely
just to check that it holds on a d-system.

To prove Dynkin, we replace D with the smallest d-system containing A (since being a d-system is
preserved under arbitrary intersections this is allowed), and show using a clever two-pass argument that it
is in fact a π-system. Essentially we consider firstly D1 = {B ∈ D : B ∩ A ∈ D ∀A ∈ A} and secondly
D2 = {A ∈ D : B ∩ A ∈ D ∀B ∈ D}, showing that both are in fact equal to D. Since any system that is
both π and d is a σ-algebra, the result follows.

Corollary 1.3 (Uniqueness of extension). The extension obtained via the Carthéodory extension theorem is
unique provided E ∈ σA and µ(E) <∞ according to all candidate extension measures.

Proof: Let µ1, µ2 be two different extensions of the measure µ on A to σA and consider

D = {A ∈ σA : µ1(A) = µ2(A)}.

Clearly D ⊇ A so by Dynkin’s lemma it will suffice to show that D is a d-system. But (using finiteness of
measure to justify convergence of countable sums) this is a trivial check.
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Corollary 1.4 (Existence and uniqueness of Lebesgue measure). There is a unique measurable space (R, E , µ)
with the properties demanded at the start of this section.

Proof: For all M there is a unique such measure on [−M,M ], by the existence and uniqueness results
above. Carefully patching these together gives uniqueness on R.

1.4 Measurable Functions

A Borel measure is a measure µ belonging to a measurable space of the form (X,σ(τ), µ), where (X, τ) is
a topological space. Such a measure is called Radon if it is also finite on all compact sets. A continuous
function between two Borel-measurable spaces has the property that inverse images of open sets are open
(and therefore Borel-measurable), and so will have the property that the inverse image of any measurable
set is measurable. This motivates a general definition. We say that a function f : E → E′ between any two
measurable spaces is a measurable function if for every measurable A′ ⊂ E′, f−1(A′) is measurable.

There are lots of nice (mostly easy) facts about measurable functions:

• Continuous functions are Borel-measurable.

• Indicator functions of measurable sets are measurable.

• Compositions of any pair of measurable functions are measurable.

• For f1, f2 measurable, so are f1 + f2, f1f2.

• For (fn) a sequence of measurable functions, inffn, supfn, lim inffn, lim supfn are all measurable.

• (Monotone class theorem) The set of all bounded measurable functions f : E → R can be constructed by
taking any π-system A generating E and constructing the vector space of bounded functions generated
by the indicator functions of sets in A∪{E} which is closed under taking monotone limits to bounded
functions.

It is possible to use measurable functions to construct new measures in the obvious way. If µ is a measure
on the domain, then µ ◦ f−1 is a measure on the codomain, called the image measure. This concept leads
nicely to an important generalisation of Lebesgue measure.

Proposition 1.5 (Lebesgue-Stieltjes Measure). Let g : R→ R be nonconstant right-continuous and nonde-
creasing. Then there exists a unique Radon measure dg on R for which (for all a < b),

dg((a, b]) = g(b)− g(a).

To prove this, we do need one clever trick. Define f : (g−1(−∞), g−1(∞)) → R by f(x) = inf{y ∈ R :
x ≤ g(y)}. f is then Borel measurable (wrt Lebesgue measure on both domain and codomain) and its image
measure has the desired property (and it is the unique such measure by a Dynkin argument as with standard
Lebesgue measure).

1.5 Convergence in measure

It will be important to briefly remark about concepts like ‘almost everywhere’ (a.e). If a measurable set A
is defined by a property p and µ(Ac) = 0, we say that p occurs almost everywhere. Thus, for a sequence
(fn) of measurable functions, we say it converges a.e if

µ({x ∈ E : fn(x) 6→ f(x)}) = 0.
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This is not the same as another potentially confusingly similar concept. It might be that

µ({x ∈ E : |fn(x)− f(x)| > ε})→ 0 ∀ε > 0.

If this happens we say that fn converges in measure to f .

Though they are not the same, they are related by the following easy lemma.

Lemma 1.6. 1. If fn → f a.e. and µ(E) is finite then fn → f in measure.

2. If fn → f in measure then fnk
→ 0 a.e. for some subsequence (nk).

2 Lebesgue Integration

Now we know about volumes of complicated sets, we can start dreaming about the next step: integrating
complicated functions over complicated sets. In this chapter we achieve a very general framework in which
this is done, and show that the results agree with Riemann integration but that our methods here are
far more powerful than the methods of Riemann integration both in applying to more general situations
and in satisfying more convenient convergence properties, with facts which previously involved ‘uniform
convergence’ now requiring significantly weaker conditions.

2.1 Simple functions and the measure of a measurable function

Let (E, E , µ) be a measure space, and f : E → R a measurable function. Our aim will be to define the
measure µ(f) of the function f . How can we possibly measure functions?

Well, a certain class of functions has an obvious measure, namely the indicator functions. It is clear that
for any sensible definition of the measure of a function, µ(1A) = µ(A). Furthermore, µ should be linear.
Putting these ideas together, we can compute the measure of a large class of functions.

A simple function is a function taking finitely many values, each on a measurable set. In other words,
for some constants c1, c2, ..., cN and a partition A1 ∪A2 ∪ ... ∪AN of E, f is of the form

f(x) =

N∑
i=1

ci1Ai .

Such a function should obviously have measure given by

µ(f) =

N∑
i=1

ciµ(Ai).

But the monotone class theorem tells us that any bounded measurable function is in the vector space
generated by these (even in fact if we only allow the Ai to be in some π-system generating E - for example,
just intervals rather than all Lebesgue measurable sets) and which is closed under the taking of monotone
limits. Therefore to compute the measure in general, it will suffice that µ also respects monotone limits.
This motivates the following (weaker) definition, but we will show very soon that indeed it does respect
monotone limits anyway.

Let f be any non-negative measurable function. We define∫
x∈E

f = µ(f) = sup(µ(g) : g ≤ f, g simple).
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For f an arbitrary function, split into positive and negative parts f = f+ − f−, |f | = f+ + f−. Say that
f is integrable if µ(|f |) <∞ (analogous to ‘absolutely convergent’), and in this case define the integral of
f in the obvious way: ∫

x∈E
f(x) = µ(f) = µ(f+)− µ(f−).

Now we have those definitions it is a tedious check to verify that it does indeed satisfy the following nice
properties we secretly always hoped it would:

• µ is R-linear.

• f ≤ g pointwise implies that µ(f) ≤ µ(g).

• f = 0 a.e. implies µ(f) = 0, with the reverse implication true if f ≥ 0.

• (Monotone convergence) If f is nonnegative and fn ↑ f for a pointwise increasing sequence of such
functions then µ(fn) ↑ µ(f).

The latter property is probably the most interesting, and it can be recast in the following striking way.
Let (gn) be a sequence of non-negative measurable functions. Then

∞∑
n=1

µ(gn) = µ

( ∞∑
n=1

gn

)
.

In other words, monotone convergence is essentially the same as countable additivity for measures on sets.

We should remark that it is now easy, given the construction of Lebesgue measure in the previous chapter,
to verify that Lebesgue integration (as just defined) agrees with Riemann integration wherever the latter
can be applied (in 1-dimension). In particular, we still have the fundamental theorem of calculus, and
consequently integration by parts, and so on... We do not include such checks in these notes, since they are
usually either routine or exactly the same as the corresponding proofs for Riemann integration.

2.2 Dominated convergence

In this section we show that our new definition of integral satisfies a very strong convergence property,
namely, dominated convergence. The author finds the proof a rather mysterious and clever mixture of ‘be
really careful about taking subtly different types of limit’ and the key fact that g±f, g±fn are all nonnegative
functions owing to the domination of g, which removes most of the technical hassle. If someone understands
it better than the author, he’d be interested to hear.

Theorem 2.1 (Dominated Convergence). Let f, f1, f2, ... be measurable, with fn → f pointwise and suppose
there exists an integrable function g such that |fn| ≤ g for all n. Then

1. f1, f2, ... and f are all integrable.

2. µ(fn)→ µ(f).

Note that this is much much better than anything we had when we were doing Riemann integration. Its
proof will be very simple, once we have the following technical but easy lemma.

Lemma 2.2 (Fatou’s Lemma). For a sequence (fn) of non-negative measurable functions. Then

µ(lim inf fn) ≤ lim inf µ(fn).
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To prove the lemma, note that

inf m≥nfm ↑ sup n(inf m≥nfm) = lim inf fn.

Hence, the lemma follows from monotone convergence and the fact that for every k ≥ n, inf m≥nfm ≤ fk.

Now, to prove the theorem, remark that since f is measurable and |f | ≤ g, f is integrable.

Since g dominates everything else, g± f , g± fn are all nonnegative functions, and pointwise convergence
implies that certainly lim inf (g ± fn) = g ± f . Two applications of Fatou’s lemma give

µ(g) + µ(f) = µ(lim inf (g + fn) ≤ lim inf µ(g + fn) = µ(g) + lim inf µ(fn),

µ(g)− µ(f) = µ(lim inf (g − fn) ≤ lim inf µ(g − fn) = µ(g)− lim sup µ(fn).

And hence, we deduce the required result from the consequential fact that

µ(f) ≤ lim inf µ(fn) ≤ lim sup µ(fn) ≤ µ(f).

An important application of dominated convergence is the question of when it is permissible to differentiate
underneath the integral sign. Essentially, one’s major worry is whether the derivative is sufficiently well-
behaved or not, and dominated convergence gives an easy criterion for this to be the case.

Theorem 2.3 (Differentiation under the integral sign). Let U be an open set in R and consider f : U×E → R
satisfying the properties:

1. x 7→ f(t, x) is integrable for all t.

2. t 7→ f(t, x) is differentiable for all x.

3. There exists an integrable function g such that for all x, t,∣∣∣∣∂f∂t (t, x)

∣∣∣∣ ≤ g(x).

Then the function x 7→ ∂f
∂t (t, x) is also integrable for all t and in fact F (t) = µ(f(t,−)) is differentiable

with derivative

F ′(t) =

∫
x∈E

∂f

∂t
(t, x).

Let us remark that condition 3 is obviously defined to make dominated convergence work, and all the
other conditions are completely natural, so the proof will basically do itself.

Let hn → 0 be a sequence, and set

gn(x) =
f(t+ hn, x)− f(t, x)

hn
− ∂f

∂t
(t, x).

Then gn → 0 pointwise and by the mean value theorem we can crudely bound |gn| ≤ 2g for all n, so in
particular for all t, ∂f

∂t (t, x) is a limit of measurable functions, hence measurable, hence (by condition 3)
integrable, and by dominated convergence

F (t+ hn)− F (t)

hn
−
∫
x∈E

∂f

∂t
(t, x) =

∫
x∈E

gn(x)→ 0.
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2.3 The Product Measure

In this section we shall apply our theory of integration to construct the product measure. In particular, this
will allow us to easily extend our theory of Lebesgue measure in 1-dimensional space to any finite dimension,
allowing us to (in principle) calculate the volumes of very complicated objects in any finite number of
dimensions. Exciting stuff! Our friend dominated convergence will again play a crucial role.

Another important result that was mentioned very briefly earlier will be the monotone class theorem,
which in this section very much plays the role of Dynkin’s lemma, except instead of being a tool that helps
us prove things ‘for all measurable sets’ it gives an easy way of proving facts hold ‘for all bounded measurable
functions’. An easy application of the monotone class theorem (which tells us it suffices to check the theorems
hold for indicator functions of sets in a π-system, and that it behaves under monotone limits).

Firstly, given sigma algebras E1, E2, define the product sigma algebra in the obvious way:

E = E1 ⊗ E2 := σ({A1 ×A2 : A1 ∈ E1, A2 ∈ E2}).

We will set E = E1 × E2 to be the obvious ambient set of E . Noting that the set A := {A1 × A2 : A1 ∈
E1, A2 ∈ E2} is a π-system, we will be able to apply Dynkin’s lemma and the monotone class theorem all
over the place. Firstly, two lemmas which are basically corollaries of the monotone class theorem.

Lemma 2.4. If f : E → R is measurable then for every x2 ∈ E2, the function x1 7→ f(x1, x2) is measurable.

Lemma 2.5. If f : E → R is bounded and measurable then the function

x1 7→
∫
x2∈E2

f(x1, x2)

is bounded and measurable.

Now a theorem which, given the machinery we’ve established and the above lemmas, is easy.

Theorem 2.6 (Construction of product measure). Let (E1, E1, µ1), (E2, E2, µ2) be measurable spaces. Then
there exists a unique measure µ = µ1 ⊗ µ2 on E1 ⊗ E2 with the property that for all pairs of measurable sets
A1 ∈ E1, A2 ∈ E2,

µ(A1 ×A2) = µ1(A1)µ2(A2).

Proof. Uniqueness is immediate from Dynkin’s lemma, since A is a π-system generating E . Moreover, we
can construct the measure by defining

µ(A) =

∫
x1∈E1

(∫
x2∈E2

1A(x1, x2)

)
.

These integrals exist by the lemmas, and countable additivity is an easy consequence of monotone conver-
gence.

Now we have this measure defined on sets, the natural thing to do is check it extends well to functions
and, of course, it does, subject to everything being ‘absolutely convergent.’

Theorem 2.7 (Fubini’s theorem). If one of the three quantities

µ(|f |),
∫
x1∈E1

(∫
x2∈E2

|f(x1, x2)|
)
,

∫
x2∈E2

(∫
x1∈E1

|f(x1, x2)|
)

is finite, then all three quantities are finite and equal, and furthermore we have the equality

µ(f) =

∫
x1∈E1

(∫
x2∈E2

f(x1, x2)

)
=

∫
x2∈E2

(∫
x1∈E1

f(x1, x2)

)
.
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Proof. Let fn(x) = max(−n,min(f(x), n)), a bounded measurable function. By the monotone class theorem,
by symmetry and that by the definition of µ indicator functions satisfy the above relation, fn satisfies the
above relation for all n. Thus, for f positive, taking a monotone limit implies that f satisfies the above
relation. Hence for arbitrary f , |f | will satisfy the above relation. In particular, the three expressions at
the top are equal and hence if one is finite all are. But then the second formula follows immediately from
dominated convergence.

Note that we may repeat this process, and it is associative (so the order in which we take products makes
no difference to either the product σ-algebra or the measure. In particular, we may take n products of
Lebesgue measure to get the Lebesgue measure on Rn, a very general precise definition of our intuitive
concept of ‘volume’ (which also gives meaningful answers in very counterintuitive situations), and Fubini
tells us that the order in which we do integrations doesn’t matter provided we only integrate functions which
are absolutely convergent (i.e. in our terminology, integrable!).

2.4 Spaces Lp of integrable functions

In this section we rapidly (omitting proofs) develop the key facts about Banach spaces of integrable functions.
Recall that f is integrable if it is measurable and µ(|f |) <∞, and that since |f + g| ≤ |f |+ |g|, we have for
all integrable f, g that

µ(|f + g|) ≤ µ(|f |) + µ(|g|).

In other words, if we define ‖f‖ := µ(|f |) this defines something that behaves a little bit like a norm. In fact,
there is a slight technicality which we mention and then largely ignore. Recall that µ(|f |) = 0 iff |f | = 0
almost everywhere, so in particular there are nonzero functions whose ‘norm’ as proposed is 0. Since this
isn’t allowed, we get a normed space of equivalence classes of integrable functions subject to the relation “f
is equivalent to g if f − g = 0 a.e.” This space is called L1(µ), L1(E) or, if the context is clear, just L1.

This construction turns out to generalise to a large class of norms. Fix some p ≥ 1, then the norm defined
by

‖f‖p := µ(|f |p)1/p

is indeed a norm on the space of equivalence classes of measurable functions for which µ(|f |p) is finite. This
space is called Lp(µ) and the norm is the Lp norm. To justify this, we must prove the triangle inequality
holds, which is a nontrivial task. First one uses a clever renormalisation trick to prove the following.

Proposition 2.8 (Holder’s Inequality). Let p, q ∈ (1,∞) be such that

1

p
+

1

q
= 1.

Then for all measurable functions f, g,
µ(|fg|) ≤ ‖f‖p‖g‖q.

Then one uses a slightly magical bounding argument (the line µ(|f + g|p) ≤ 2p(µ(|f |p) + µ(|g|p)) is the
magic ingredient) and a visit from the Lq norm to deduce from Holder’s inequality the required triangle
inequality.

Proposition 2.9 (Minkowski’s Inequality). For f, g ∈ Lp,

‖f + g‖p ≤ ‖f‖p + ‖g‖p.
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There is one more norm, for p =∞, the ‘almost-sup’ norm which is defined as follows.

‖f‖∞ := inf{B : |f | ≤ B a.e}

which is a norm on the space of (equivalence classes of) almost-everywhere absolutely bounded functions,
called L∞(µ) or just L∞.

We now prove our final result in ‘pure’ measure theory before moving on to probabilistic topics. We prove
it in detail both because it is very interesting and because the proof is excellent revision of most of the
techniques from the course so far. Note that it also holds for p =∞ and the proof is very similar.

Theorem 2.10. For all measures µ and p ∈ [1,∞), the space Lp(µ) is a Banach space.

Proof. We are required to show that the norms are complete: given any Cauchy sequence (fn) in Lp there
is some f ∈ Lp with fn → f in Lp. We will drop p subscripts and the phrase ‘in Lp’, since this causes no
ambiguity.

Here is our idea. We pick a subsequence of the Cauchy sequence that converges very rapidly, in such a
way that using the triangle inequality our subsequence is Cauchy in R at almost every point. It will then
be possible to just use completeness of R to construct a function to which fn converges a.e. We then just
check that this function does the job, at which point we need to use Fatou’s lemma to bound the integral of
a limit.

Now the details. Pick a subsequence (fnk
) with∑

k

‖fnk+1
− fnk

‖ = S <∞.

By Minkowski’s inequality and monotone convergence

‖
∑
k

|fnk+1
− fnk

|‖ ≤ S.

From which we deduce that a.e.
∑
k |fnk+1

− fnk
| <∞, so the sequence (fnk

(x)) is Cauchy for almost all x,
hence converges for almost all x, allowing us to define our candidate function:

f(x) =

{
limk→∞ fnk

(x) if it exists

0 otherwise.

Since the ‘otherwise’ case happens on a set of measure zero, this function is bound to work. To finish,
we just fix N such that for all m,n ≥ N, ‖fm − fn‖ < ε, so in particular for n ≥ N we have (by Fatou’s
lemma)

‖f − fn‖p = µ(lim infk|fnk
− fn|p) ≤ lim infkµ(|fnk

− fn|p) ≤ εp

giving the required convergence.

Here ends the measure-theoretic part of the course. We have finished constructing Lebesgue measure
and integration, and will now head in a different direction where instead the underlying measure will be
interpreted as a probability measure. With the solid theoretical background provided in the first two chapters,
it will now be possible to develop probability theory very rapidly and totally rigorously, as well as in great
generality.
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3 Probability measures and random variables

In this short section we set up the alternative terminology of probability theory which will be used largely
exclusively for the rest of these notes, and we prove a few small results which follow easily from work we
have already done.

3.1 From measures to probabilities

A probability space is just a measurable space (Ω,F,P) with P(Ω) = 1. In other words, probability spaces
are really precisely measurable spaces with finite nonzero total measure. Ω is to be thought of as a set of
possible outcomes, and for any measurable subset (event) A ⊂ Ω, P(A) is the probability that an outcome
of our random process lies in the set A. We adopt the shorthand ‘event’ notation P[q(x)] = P({x ∈ Ω : q(x)})
for any property q(x), and may even slip into using ordinary rather than square brackets in such contexts.

A random variable X : Ω → R3 is just any measurable function. The image measure µX = P ◦ X−1
is called the distribution of X. Since the set of intervals (−∞, k] form a π-system, the image measure is
uniquely determined by its value on these intervals, given by the distribution function

FX(t) = µX((∞, t]) = P[X ≤ t].

Note that the image measure contains all the information required to evaluate expectations of measurable
functions of X, by the easy to check identity

Ef(X) = µX(f).

The expectation of a random variable is then simply its integral, and rather than writing P(X) we write
E(X) to denote it, so that our notation coincides with that of classical probability. Since it is just an integral,
it satisfies all the familiar properties (linearity, monotonicity, etc.), since they are properties of the integral
noted in section 2.

3.2 Independent events, sequences of events and the Borel-Cantelli lemma

Let (An) be a sequence of events. We say that the sequence of events is independent if for every finite
subset {Ai1 , Ai2 , ..., AiN } we have that

P(Ai1)...P(AiN ) = P(Ai1 ∩ ... ∩AiN ).

One way to think of the sequence could be as some process evolving over time, reading the event An as
A happens at time n. In this perspective, it is natural to ask questions like “does A occur infinitely often”,
leading to two more pieces of notation.

Set

lim sup An =
⋂
n

⋃
m≥n

Am, lim inf An =
⋃
n

⋂
m≥n

Am.

In words, the lim sup is saying “For all n, there is some m ≥ n with Am occurring”, in other words,
An happens for infinitely many n, or “infinitely often” (i.o). The lim inf is saying “There exists an n such

3We may replace R with any measurable space and the definition still works in basically the same way. This will be done
rather later in the notes, hence this footnote, but for the time being it is convenient to only worry about real-valued random
variables.
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that Am occurs for all m ≥ n.” The terminology “eventually” is normally used, though I’ll say “forever
eventually” and abbreviate ‘f.ev.’ since this is less potentially misleading.

Since either An holds for infinitely many n or there exists an n above which it ceases to hold, these events
satisfy the obvious relation

P(lim sup An) + P(lim inf Acn) = 1.

If the events are independent, we have a nice zero-one law for whether or not they happen infinitely often,
and even if they are not independent we can still say something about when the lim sup almost never occurs.

Lemma 3.1 (Borel-Cantelli Lemmata). 1. If
∑
n P(An) <∞ then P(An i.o.) = 0.

2. If
∑
n P(An) =∞ then provided the events are independent, P(An i.o.) = 1.

Proof. For any N ,

P(An i.o) ≤ P(
⋃
m≥N

Am) ≤
∑
m≥N

P(Am).

Letting N →∞ proves the first part.

The second part follows from the identity above and that

P(Acm f. ev.) ≤
∞∑
n=1

P(

∞⋂
m=n

Acm),

and using the inequality (1− a) ≤ e−a, independence, and the hypothesis of the second part, each of the
terms of this sum is zero.

3.3 Independent random variables, tail events, and the Kolmogorov 0-1 law

We defined an independent sequence of events above. We shall now generalise this concept to talk about
independent sequences of σ-subalgebras of F . Then we shall look at the σ-algebras attached to sets of
random variables (basically the collection of all events whose probability is nonnegligibly dependent on the
value of such variables), and use this to give a natural definition of independence of random variables. We
shall then find an easier equivalent definition to work with (for checking random variables are independent
in real life), and then look at sequences of random variables (thought of as processes evolving in time), and
tail events - effectively events which describe different types of ‘long run’ behaviour without caring about
short term details. We shall see that if the random variables are independent, then the tail events happen
almost surely or almost surely not.

Let A1,A2, ..... be σ-algebras and subsets of F . We say that they are independent if every sequence of
events (An) with, for each j, Aj ∈ Aj , is independent. Note that it is often advisable to use Dynkin-type
arguments (or uniqueness of extension) to actually show independence of σ algebras (in which case one
can just check on a generating π-system). For clarity it is worth extracting a trivial lemma which we will
implicitly use twice in our proof of the main theorem below.

Lemma 3.2. Let A,B be two π-systems contained in F such that for every A ∈ A, B ∈ B,

P(A ∩B) = P(A)P(B).

Then σA, σB are independent.
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Now, for any (finite or infinite) collection {Xn} of random variables we can define the σ-algebra they
generate by

σ({Xn}) = σ({X−1n (A) : A ⊂ R measurable, n ∈ N}).

Once we’ve defined this, it’s fairly easy to define independence of random variables. Say that X1, X2, ...
are independent if σ(X1), σ(X2), ... are independent (intuitively, if any set of statements you get by talking
about each Xi in turn are independent events). Unfortunately this is a rather cumbersome definition, but
we have a rather lovely lemma which lets us easily verify random variables are independent.

Lemma 3.3. X1, X2, ... are independent if and only if for every n and every (x1, ..., xn) ∈ Rn,

P(X1 ≤ x1, X2 ≤ x2, ...., Xn ≤ xn) = P(X1 ≤ x1)...P(Xn ≤ xn).

In fact, there are even more equivalent conditions for independence. Importantly, their intuitive connection
to the product measure does indeed hold.

Proposition 3.4. Let X = (X1, X2, ..., Xn) be a random variable in Rn. The following are equivalent:

1. X1, ..., Xn are independent.

2. µX = µX1 ⊗ ...⊗ µXn .

3. For all f1, ..., fn bounded measurable functions,

E
∏
j

fj(Xj) =
∏
j

Efj(Xj).

The proof of this proposition is essentially an easy exercise in the product measure and Fubini’s theorem,
though it is easiest to prove 3⇒ 1 using characteristic functions (see chapter 4.2).

We now look at tail events. Consider a sequence of random variables X1, X2, ..... Then the tail σ-algebra
is defined by

T :=
⋂
n

σ({Xn+1, Xn+2, ....}).

Intuitively, this is the collection of all events whose outcome depends only on the limiting behaviour of
the sequence. We will show that if the Xn are independent, we get a lovely general result with the same nice
flavour of the Borel-Cantelli lemmas from the previous section.

Theorem 3.5 (Kolmogorov’s zero-one law). If the (Xn) are independent, then every tail event has probability
either 0 or 1.

Proof. Let
Fn = σ({X1, ..., Xn}), Tn = σ({Xn+1, Xn+2, ....}).

It is easy to check that Fn and Tn are independent (since the Xn are and hence on the obvious π-system we
have the required formula). Thus Fn and T are independent for all n.

But (here’s the clever bit),
⋃
n Fn is a π-system which generates F∞ := σ({X1, X2, ....}). So F∞ and T

are independent.

Since T ⊂ F∞, we have that for any event A ∈ T ,

P(A) = P(A ∩A) = P(A)P(A),

whence P(A) = 0 or 1.
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3.4 Inequalities on spaces of random variables Lp(P)

Recall that (consistently with our definitions in chapter 2) Lp(P) is the Banach space of random variables X
with E(|X|p) <∞ (‘finite pth moment’). In this section we prove some important results about these spaces
which were not true in the general setting.

First, we state a simple and essentially trivial inequality.

Proposition 3.6 (Markov’s Inequality). Let X be a nonnegative random variable and λ > 0. Then

P[X ≥ λ] ≤ E(X)

λ
.

To prove it, just integrate the trivial identity λ1f≥λ ≤ f . Note that this has an interesting corollary which
gives us a clue as to what convergence of higher moments tells us probabilistically.

Corollary 3.7 (Tail estimates for higher moments). Let X be in Lp(P). Then

P[|X| ≥ λ] ≤ E|X|p

λp
.

In particular, recall that Chebyshev’s inequality gave us an estimate for functions in L2 (those which have
a variance) which was O(λ−2). The above shows that a general result in such a spirit is true.

Finally, we remark another important pair of inequalities, which are probably just confirmations of things
we should expect to happen anyway. We will just state the first (its proof is dull and essentially obvious
after ‘drawing a picture’) and then use it to deduce the second. First, a quick definition.

Let I ⊂ R be an interval. Then c : I → R is convex if for all x, y ∈ I, t ∈ [0, 1] we have the inequality

tc(x) + (1− t)c(y) ≥ c(tx+ (1− t)y).

Our first inequality states that this condition can be generalised from ‘sums over two elements’ to ‘any
integral’ without imposing extra conditions.

Theorem 3.8 (Jensen’s Inequality). Let X be an integrable random variable taking values in I and c : I → R
a convex function. Then

E(c(X)) ≥ c(E(X)).

Now, suppose r > p ≥ 1. Then it’s easy to check f(x) = |x|r/p is convex, and so for any X ∈ Lp,

‖X‖p = E(|X|p)1/p = f(E(|X|p))1/r ≤ E(f(|X|p))1/r = ‖X‖q.

This, together with an application of monotone convergence, gives our second result.

Theorem 3.9 (Power means inequality). For 1 ≤ p < q and X ∈ Lp(P),

‖X‖p ≤ ‖X‖q.

Moreover,
Lp(P) ⊇ Lq(P).

We have now introduced the basic machinery of full-power probability theory, introduced a nice definition
of independence using the language of σ-algebras, and looked at some fairly easy-to-prove results about
events relating to sequences of independent random variables. The remainder of the course will broadly
be concerned with the issue of convergence of random variables. The landscape here gets quite complex,
as there are several substantially different definitions of convergence available: Lp-convergence, convergence
almost surely (‘strong convergence’), convergence in measure (‘in probability’), as well as a new concept:
convergence in distribution (‘weak convergence’). Our next goal will be to really understand random variables
properly and the relations between their different modes of convergence.

14



4 Convergence of random variables

Let X1, X2, .... be a sequence of random variables and X another, all defined on a common probability space
(Ω,P). There are three main ways in which we might assert that Xn → X. In decreasing order of strength
these are:

1. Xn → X almost surely (a.s.): if P(Xn → X) = 1. In more nuts-and-bolts measure theory terms,
Xn(t)→ X(t) for all t ∈ Ω except possibly those belonging to a set of measure zero. Given we will care
about things like integrals, this can be thought of as basically the same as pointwise convergence (only
weaker to an extent of measure zero). This is just the probability theory language for convergence
‘almost everywhere’ from measure theory.

2. Xn → X in probability: for any ε > 0,

P(|Xn −X| > ε)→ 0 as n→∞.

This measures an overall shrinking of the difference between two variables, without really implying
much on very small scales. This is the same as convergence ‘in measure’ from measure theory.

3. Xn → X in distribution: if Fn, F are the distribution functions of Xn, X, then for any point x
at which F is continuous, Fn(x) → F (x). Roughly speaking, this is what it says on the tin - the
distributions of the Xn become increasingly like that of X, so the probability you’d find X in some set
is roughly the probability you’d find Xn in the same set for n large. A big problem with this is that it
completely ignores any interdependency between the random variables in question, just concentrating
on their marginal distribution.

In section 4.1 we shall see that 1⇒ 2⇒ 3 but 3 6⇒ 2 6⇒ 1. Then in section 4.2 we shall look more closely at
the concept of convergence in distribution, giving several equivalent definitions and in the process cementing
our general intuition about random variables. In section 4.3 we will then use this knowledge to prove a
celebrated fact about sequences of independent identically distributed variables: the central limit theorem.
Finally, in section 4.4 we wrap up by having a close look at convergence in probability and comparing it to
another natural type of ‘global’ convergence - namely, convergence in the L1 norm (or ‘in mean’). This final
section might interrupt the flow of the notes a little, so feel free to omit it unless you feel need to know more
about convergence in probability.

4.1 Comparing the modes of convergence

Firstly, we compare a.s. convergence with convergence in probability.

Proposition 4.1. If Xn → X a.s. then Xn → X in probability. However the converse need not hold.

Proof. The first part of the proposition is part of lemma 1.6 and easy.

One reason the converse cannot hold is phenomena like the following ‘divergent series’ counterexample.
Take Ω = R/Z with the obvious (Lebesgue) probability measure. Take An = [1+ 1

2 + ...+ 1
n , 1+ 1

2 + ...+ 1
n+1 ).

Then P(An) = 1
n+1 but since the harmonic series diverges, every x ∈ Ω is in infinitely many of the An. From

this it is easy to see that 1An
→ 0 in probability, but not in a.s.

This example shows that one reason convergence in probability is so much weaker is it only gives a global
property, and is incapable of winning games of positive-but-decreasing-measure-wack-a-mole like the one
above. If readers have other reasons it is weaker, the author would be interested to hear (the above is just
the first thing that popped into his head).

Now on to our next mode of convergence: convergence in distribution.
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Proposition 4.2. If Xn → X in probability then Xn → X in distribution. However the converse need not
hold.

Proof. To do the first part, pick ε > 0 and x0 ∈ Ω at which FX is continuous. Then we can find δ such that
for all |x − x0| < δ, |FX(x) − FX(x0)| < ε/2, and by convergence in probability, we can find N such that
P(|Xn − X| > δ) < ε/2. Having written a few epsilons, deltas and Ns, it’s now easy to check that for all
n ≥ N , |FXn(x0)− FX(x0)| < ε, completing our proof.

To construct an example in the other direction, recall our remark during the start of the chapter that
convergence in distribution ‘forgets’ about any relationships between variables and just focuses on the distri-
bution. Therefore just take two non-a.s.-constant independent random variables with the same distribution!
For example, let X and Y be the outcomes of two independent coin tosses (taking values 1 or −1 with equal
probability). Then X,X, ... → Y in distribution because they have the same distribution, but of course
P(|X − Y | > 1) = 1

2 , so there’s no way X,X, ...→ Y in probability.

Our example this time showed that ignoring relationships between random variables is one reason why
convergence in distribution is weak. In the next section we will examine convergence in distribution more
closely and prove that in some sense this is the only reason it fails to be effective.

4.2 The Weak Convergence Theorem and Characteristic Functions

Recall that a random variable is just a measurable function X : Ω → R, where Ω is a probability space.
However, we usually don’t define them in such a way. It is more usual to just state a distribution and
assert that X obeys it. Things get interesting if you have lots of different (possibly independent) random
variables floating around, because now you have nontrivial relationships between your random variables
which, as we’ve seen, lead to a weakness in the concept convergence in distribution. For example, if you
have a sequence of i.i.d. (independent identically distributed) random variables, what you are really doing
is taking one random variable X and creating countably many independent copies of its measure, leading to
the product measure µX ⊗µX ⊗µX ⊗ .... on ΩN, a fairly formidable-looking construction which is really our
object of study (and an object which originally we’d probably imagined to be quite simple).

What distributions allow us to do is a form of integral-preserving projection back onto a ‘1-dimensional’
space, which is of great computational value. We now make this construction explicit.

Given a random variable X, with distribution function FX , define the marginal4 MX : [0, 1)→ R to be
MX(t) = inf{x ∈ R : t ≤ F (x)}. It is easy to check that MX is a random variable, and that FMX

= FX .
Recall that distribution functions are values of the image measure on a π-system, so by uniqueness of
extension of measure, µMX

= µX and hence any integral involving X (and no other random variables) can
instead be evaluated in terms of the marginal MX . As sketched, we have now reduced our arbitrarily complex
probability space to just one (well-behaved) dimension, so this procedure can never be applied to more than
one random variable without losing a lot of information (note that i.i.d. variables go to the same marginal,
for example).

Now we know we can extract, for any X, any integral in X just from its distribution, we can in particular
extract the Fourier coefficients of X. In this context (as in many areas of combinatorics and analysis), the
Fourier transform will be important for turning sums into products and thus allowing us to use the hypothesis
of independence to learn about sums of independent variables. Thus, using probabilistic language, we define
the characteristic function ψX : R→ C of X by

ψX(t) := E(eitX).

4This is almost certainly major abuse of standard terminology. Certainly the concept of these ‘marginals’ is a confusion-
avoiding device of the author.
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We have constructed ψX from FX . It is fairly difficult but deeply tedious to prove that opposite way holds
(essentially by using the Fourier inversion formula and being incredibly careful, including a perturbation by
a normal variable, which I don’t want to get bogged down with), and we have the following overall result.

Proposition 4.3. Each of FX , µX ,MX , ψX , if it belongs to a genuine random variable X, uniquely deter-
mines all the others.

Now, an important result which crystallises the connections between marginals and characteristic functions
with convergence in distribution. Essentially we take the above proposition and see how it applies to sequences
of random variables rather than just one.

Theorem 4.4 (The Weak Convergence Theorem5). Let X1, X2, .... and X be random variables on Ω. The
following are equivalent:

1. Xn → X in distribution (FXn
→ FX at points of continuity).

2. MXn →MX a.s.

3. Ef(Xn)→ Ef(X) for all bounded continuous f (often written ‘µXn
→ µX weakly’).

4. ψXn
(t)→ ψX(t) for all t ∈ R.

Proof. The conditions seem to be roughly in decreasing order of apparent strength. We will cheat and go
‘down the waterfall’ as it were, doing the easy directions, before quoting a deep result without proof that
will catapult us back to the top.

Firstly, for 1⇒ 2, let x be a point of continuity of FX . Then by convergence in distribution

MX(x) = inf{s ∈ R : s ≤ FX(x)} = limninf{s ∈ R : s ≤ FXn
(x)} = limnMXn

(x).

Furthermore, since FX is monotonic R → R, it has only countably many discontinuities, and countable
sets clearly have measure zero by countable additivity, so the above formula gives MXn →MX a.s.

Now for 2 ⇒ 3, we simply apply bounded convergence replacing Xn with its marginal MXn , with the
continuity of f implying that f(MXn)→ f(MX) a.s. straight from the fact that the marginals converge a.s,
and the boundedness of f allowing us to use monotone convergence.

For 3⇒ 4, remark that for each fixed t, we can define the continuous bounded function ft(x) = eitx and
the result follows from applying (3) to this family of functions.

Finally, 4⇒ 1 is a large part of the content of a big theorem in analytic measure theory called the Lévy
continuity theorem whose proof is beyond this course (but on which I may write a note at some point).

This final implication 4 ⇒ 1 turns out to be the key ingredient of arguably one of the most ‘natural’
proofs of the central limit theorem, which is our next task.

4.3 The Central Limit Theorem

First a quick definition that will probably be familiar. Let the normal distribution N(µ, σ) be the
(marginal) random variable with distribution function

F (x) =
1√

2πσ2

∫
(−∞,x]

e−(t−µ)
2/(2σ2)dt.

5This is a nonstandard perhaps rather pretentious name used by the author. It probably never appears elsewhere, or does
so in a different context.
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The proof that this is indeed a distribution function, and that the expectation is µ and variance σ2 will
be familiar from IA probability. The horrendous expression in the integral is, for our purposes, only really
of computational value. Indeed the property that makes N(µ, σ) interesting is theorem we are about to

prove, which will only use that N(0, 1) turns out to have the nice characteristic function ψN(0,1)(t) = e−t
2/2

(which, recalling proposition 4.3, determines N(0, 1) uniquely and for our purposes may have been a better
definition).

We shall prove the following important theorem. Using the awesome power of the Weak Convergence
Theorem the proof will be disarmingly easy.

Theorem 4.5. Let X1, X2, ... be a sequence of i.i.d. real-valued random variables in L2 with EX1 = 0,EX2
1 =

1. Then
X1 +X2 + ....+Xn√

n
→ N(0, 1) in distribution.

Proof. Our plan is to use the Weak Convergence theorem, which reduces the problem to showing that the
characteristic function of the LHS converges pointwise to that of the RHS. This essentially comes down to
a quick computation, but since this is such an important theorem in statistics we include the details.

Let ψ(t) = EeitX1 be the characteristic function of X1. Since E|X1|,E|X1|2 are bounded (because X1 ∈
L2 ⊂ L1), we may differentiate under the integral sign twice (theorem 2.3) getting ψ′(t) = iE(X1e

itX1) and
ψ′′(t) = −E(X2

1e
itX1). Now, expanding as a Taylor series about t = 0 and using the given values for the first

two moments of X1, we get

ψ(t) = 1− t2

2
+O(|t3|).

Now, let’s compute the characteristic function ψn of X1+X2+....+Xn√
n

. Using independence and the above

formula
ψn(t) = (ψ(t/

√
n))n.

Taking logs, and using the approximation log(1 + z) = z +O(|z|2) gives

logψn(t) = n log(1− t2

2n
+O(|t3/2n3/2|)) = − t

2

2
+ on→∞(1) +O(

|t4|
n

).

So letting n→∞, we have ψn(t)→ e−t
2/2 for all t, as required.

The importance of this theorem in statistical analysis should be reiterated. This is the reason that
whenever one collects a large sample of numerical data from roughly equivalent roughly independent sources,
one always gets a “bell curve” shape in the distribution of the data. In statistics, where one is often interested
in a specific single statistic (and therefore, by passing to marginals, convergence in distribution is essentially
as good as convergence a.e.), we have seen that the concept of weak convergence is incredibly powerful. We
now move onto stronger forms of general convergence, which are more useful for investigating more complex
systems of several interacting random processes.

4.4 Uniform integrability and convergence in mean

This slightly paranthetical section had to be included somewhere and we’ve put it here. We won’t use any
of our results in the next chapter though, so a reader pressed for time should feel free to skip ahead.

We remarked earlier that if Xn → X in probability then this is somehow a comment on the global
convergence of the variables, and our example in section 4.1 illustrated that this kind of convergence can be
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misleading on a more local scale. Another arguably more obvious collection of global measures of convergence
are our old friends the Lp norms.

Indeed, they give us a new family of convergence modes: we say that Xn → X in Lp if (obviously)

‖Xn −X‖p → 0 as n→∞.

Also, the power means inequality we proved in section 3.4 implies that for p > q if Xn → X in Lp then
Xn → X in Lq, so in particular the weakest (‘most common’) such mode of convergence is convergence in
L1 (also just called “convergence in mean”). How does this kind of global convergence relate to our old
friend convergence in probability? It’s very easy to prove that it convergence in mean is in fact stronger
(and therefore so is convergence in Lp for any p).

Lemma 4.6. If Xn → X in L1, then Xn → X in probability.

Proof. By Markov’s inequality

P[|Xn −X| > ε] ≤ E|Xn −X|
ε

→ 0.

How much stronger? Is there any kind of converse to the lemma? Well, no, not immediately. Consider
the random variables (on [0, 1])

Xn(x) =

{
n2 if x ≤ 1

n

0 otherwise.

This sequence clearly converges to 0 in probability, but E|Xn| = n for all n - which is unbounded! The
problem this sequence caused for us is that convergence in probability somehow only measures “horizontal”
convergence: that on sets of increasingly large measure the Xns are approximating X well. It doesn’t care
at all about what happens everywhere else, whereas L1 cares deeply about such issues, as seen in the above
example where we could force a sequence to completely blow up in L1 without “convergence in probability”
seeming to notice (in fact, even “convergence a.s.” doesn’t notice!).

How can we try to patch up this issue? Well, we certainly can’t allow any explosions, so let us insist that
sequences are bounded: there exists B > 0 such that E|Xn| ≤ B for all n. This is certainly a property
enjoyed by any sequence which converges in L1, by an easy application of the triangle inequality.

However, modifying n2 to n in our example, we get a bounded sequence that still converges in probability
but not L1, so we need some other condition which takes care of the small-measure sets which convergence
in probability ignores. What we would really like is for the integrals of small sets to be small. It is perhaps
worth proving the intuitively obvious fact that this is true for a single random variable (which, though
‘obvious’, is reliant on the dominated convergence theorem - further justification of how important it is).

Lemma 4.7. Let X be a random variable. Then
∫
A
|X| = E|X|1A → 0 as P(A)→ 0.

Proof. Suppose not, so for some ε > 0 one can find a sequence of sets (An) with P(An) ≤ 2−n but with
E|X|1A ≥ ε. But by the first Borel-Cantelli lemma and dominated convergence this gives the contradiction

ε ≤ E|X|1⋃
m≥n Am

→ E|X|1lim supnAn = 0.

However, we require that this be true for the entire sequence simultaneously: on small sets, the integrals
must be uniformly small across all variables in our sequence (Xn). This motivates the following definition.
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We say that {Xn} is uniformly integrable (UI) if it is bounded and, for δ > 0,

sup{
∫
B

|Xn| : P(B) ≤ δ, n ∈ N} → 0 as δ → 0.

This seems like a fairly hefty condition now, certainly ruling out our example. Our hope is that if both
Xn → X in probability and the {Xn} is UI, then the former will take out the large measure sets, while the
latter will keep the small leftover sets under control enough that the problems above are avoided and the
sequence does indeed converge in L1. This turns out to be the case, and in fact gives precise necessary and
sufficient conditions for convergence in L1.

Theorem 4.8 (Necessary and sufficient conditions for L1 convergence). Let X1, X2, ...., X be random vari-
ables. Then Xn → X in L1 if and only if Xn → X in probability and {Xi} is UI.

We omit the proof, but with the ideas above (including lemma 4.7) in one’s head it is very easy in the
case where one is given that X integrable. See the course notes for a more general (but maybe less intuitive)
proof.

It is worth remarking that this is the only simple relationship between the Lp convergence and our other
modes of convergence. One’s vague hopes that perhaps there is a relationship between a.s. convergence and
L∞ convergence don’t appear to lead anywhere significant.6

5 Ergodic Theory

In the final section of the course we move onto the exciting and still very active field of ergodic theory, which
will allow us to explore some exciting examples of a.s. (“strong”) convergence. The highlight will probably
be the strong law of large numbers: the result that for sequences of i.i.d. variables the “time averages”
1
n (X1 + ...+Xn) converge almost surely to the (constant) “spatial average” µ = EX1. This provides strong
mathematical justification to the pattern most school children observe that if you repeat a test many times,
the average experimental result of the test converges to some constant result: the “expected value” of the
test. In the course there are lots of slightly mysterious nonexaminable proofs I have found it more or less
impossible to memorise (without actively ‘memorising’), much less will I be able to motivate them. I will
therefore omit most of the detailed proofs from this section and just give a flavour for the subject.

5.1 Measure-preserving transformations

Let (E,µ) be a measurable space. Then function T : E → E is called measure-preserving if it is
measurable and µ(T−1(A)) = µ(A) for all measurable A. In other words, not only are measurable sets the
images of measurable sets, but they are the image of measurable sets with the same measure. A useful
equivalent (more memorable) definition is that µ(f ◦ T ) = µ(f) for all measurable f - its action on the
domain preserves the integrals of all measurable functions. One can recover from this the sets definition
from the important observation that 1A(T (x)) = 1T−1(A)(x).

We shall prove several important theorems, perhaps a little misleadingly called the “ergodic theorems”,
which tell us nontrivial facts about what happens if we iterate a measure-preserving function. The main
results state that for any of our modes of convergence, subject to certain conditions we always have, for any
measurable f and measure-preserving T , that

f + f ◦ T + ...+ f ◦ Tn−1

n
→ g.

6The author would be interested to hear if this is a false statement, but his (limited) sources suggest it is true.
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Moreover g is always an invariant function of T - a function with the property that g(x) = g(T (x)) for all
x (the phrase “constant on orbits of T”, though meaningless, strikes me as useful).

This motivates the following definition. We say that T is ergodic if it is measure-preserving and has the
property that any invariant set (A such that A = T−1(A) has either µ(A) = 0 or µ(E\A) = 0). In other
words, we cannot ‘split up’ E into two or more sets of positive measure on which T acts - this is in one
sense an irreducibility condition. However, for our purposes, the following fact is what makes this apparently
rather weak condition interesting.

Proposition 5.1. A measure-preserving function T is ergodic if and only if the invariant functions of T
are all a.e. constant.

This means that, once we have proved theorems of the form mentioned above, we will be forced to have (in
a probability space) g equal to the constant function Ef a.e. - probabilistically speaking, T being ergodic is
precisely the condition subject to which time averages approximate the spatial average (the constant number
yielded by integration).

5.2 The Ergodic Theorems

We’ve mentioned them in passing, now here they are. There are two flavours, one for each “powerful” type of
convergence we’ve seen - an “almost everywhere” ergodic theorem and an Lp ergodic theorem. As promised,
they will feature iterated sums, so, where some measure-preserving T is understood to exist, we set up the
notation Sn(f) := f + f ◦ T + ...+ f ◦ Tn−1. Onto the big theorems, followed by a short chat about roughly
how to prove them, as well as an important result that pops up during the proof of interest in its own right.

Theorem 5.2 (Birkhoff’s almost-everywhere ergodic theorem). Let (E,µ) be σ-finite (a countable union of
finite measure spaces), T : E → E be measure-preserving, and f : E → R measurable. Then there is an
invariant function g with µ(|g|) ≤ µ(|f |) such that

Sn(f)/n→ g a.e.

Theorem 5.3 (Von Neumann’s Lp ergodic theorem). Let µ(E) < ∞ (so E is a ‘probability space’), T be
measure preserving, p ∈ [1,∞). Then for any f ∈ Lp there is an invariant function g such that

Sn(f)/n→ g in Lp.

We shall sketch the proof given in the course notes of Norris and Grosskinsky which have been my
primary references, but note that for example Prof Green in his course on ergodic theory seems to give at
least superficially a rather different proof, so this may well not be the only (or best) way of doing things.

We start by proving theorem 5.2 (which can then be used to give a short proof of theorem 5.3). The idea
is to consider the sets

S = S(a, b) = {x ∈ E : lim infSn(x)/n < a < b < lim supSn(x)/n}.

If we can show these have measure zero, we will be done, since the set {x ∈ E : lim inf Sn(x)/n 6=
lim sup Sn(x)/n} is just a union of countably many of these, and hence the limit limSn/n is well-defined
almost everywhere, giving an obvious invariant function g that will do the job.

To show that µ(S) = 0, we approximate S by sets of finite measure S1, S2, .... and prove that for each Sn
we have the inequalities

bµ(Sn) ≤
∫
S

f, (−a)µ(Sn) ≤
∫
S

(−f).
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Putting these together and taking some monotone limits, we conclude that µ(S) = 0 from the inequality

bµ(S) ≤
∫
S

f ≤ aµ(S).

The key ingredient to prove the above inequalities is the following important lemma. In essence it tells
us that if we just look at the points on which Sn(x) is positive for some n, then on average f cannot be
negative.

Lemma 5.4 (Maximal Ergodic Lemma). Let S∗ = supn≥0 Sn(f). Then∫
{S∗>0}

f ≥ 0.

The proof of this is just fairly routine messing around with the notation and applying dominated conver-
gence. The key steps, if they can really be called that, are to instead think about S∗n = sup0≤m≤n Sm(f)
(with a view to taking a dominated limit), and to write Sm(f) = f + Sm−1(f) ◦ T .

With theorem 5.2 proved, it is easy to prove theorem 5.3 by an “ε/3 argument” which passes to bounded
functions to allow bounded convergence to be used. Fixing a K such that f(K) = (−K)∨ f ∧K is very close
to f in Lp, use theorem 5.2 on this to obtain a suitable invariant function g(K) and deduce from bounded
convergence that therefore ‖Sn(f(K))/n − g(K)‖p is very small for all n sufficiently large. The final bound
required (that the g obtained from applying theorem 5.2 to f directly is close to g(K)) is just a routine
application of Fatou’s lemma.

With these theorems stated, we can now move on to the final result of the course and the most important
application of basic ergodic theory.

5.3 The strong law of large numbers

We now return to our main goal in the section, to prove the following result:

Theorem 5.5 (Strong law of large numbers). Let X1, X2, ... be i.i.d. integrable random variables with
EXi = µ. Then we have

X1 +X2 + ...+Xn

n
→ µ

almost surely.

With the machinery of ergodic theory established, it basically suffices to work out what the above theorem
actually means in terms of probability spaces. We are considering a sequence of independent random vari-
ables, identically distributed. What this comes down to is, for some Ω and a random variable X : Ω → R,
we are thinking about the infinite product measure

µ = µX ⊗ µX ⊗ ....

on the product measurable space ΩN, which, analogously to open sets in topological spaces, turns out to have
as its basis of measurable sets those sequences (A1, A2, ....) which for some N have An = Ω for all n ≥ N (in
which case of course the measures µ = µ(A1)µ(A2).... converge as they are all just finite products).

Here is what the obvious strategy should be. We observe that the strong law resembles the statement of
Birkhoff’s theorem, and since we want µ to be a constant, we go looking for an appropriate map T that isn’t
just measure preserving but also ergodic. To do what we want it must have the property that X1◦Tn−1 = Xn

for all n ∈ N. Now, note that for ω = (ω1, ω2, ...) ∈ Ω, by definition X1(ω) = X(ω1) and X2(ω) = X(ω2).
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Thus, if we want X1(T (ω)) = X2(ω) the obvious thing to do is rig the first element of T (ω) to be equal to
ω2, the second element to be ω3, and so on.

Thus we define the shift map T : (ω1, ω2, ....) 7→ (ω2, ω3, ....). By Birkhoff’s theorem, proposition 5.1,
and the above discussion, it therefore suffices to prove the following.

Proposition 5.6 (Bernoulli shifts are ergodic). The shift map T : ΩN → ΩN is ergodic.

Proof. That it is measure-preserving is an easy check. To prove it is ergodic, we will show that the invariant
sets are all tail events, and so by the Kolmogorov zero-one law they all have measure 0 or 1. But it is obvious
that T−n can depend only on Xn+1, Xn+2, ..., so if T−n(A) = A for all n then of course A is a tail event.

And, as remarked, this completes the proof of the strong law of large numbers from the almost-everywhere
ergodic theorem, together with the course.
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